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ABSTRACT

Recent research on the forecasting of violence has mostly
focused on predicting the presence or absence of conflict in a
given location, while much less attention has been paid to
predicting changes in violence. We organized a prediction
competition to forecast changes in state-based violence both
for the true future and for a test partition. We received contributions from 15 international teams. The models leverage
new insight on the targeted problem, insisting on methodological advances, new data and features, and innovative
frameworks which contribute to the research frontiers from
various perspectives. This article introduces the competition,
presents the main innovations fostered by the teams and discusses ways to further expand and improve upon this wisdom
of the crowd. We show that an optimal modeling approach
builds on a good number of the presented contributions and
new evaluation metrics are needed to capture substantial
models’ improvements and reward unique insights.
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Les recherches recentes sur la prevision de la violence se sont
principalement concentrees sur la prediction de la presence
ou de l’absence de conflit dans un lieu donne, alors que beaucoup moins d’attention a ete accordee a la prediction des
evolutions de la violence. Nous avons organise un concours
de predictions dont l’objectif etait de prevoir les evolutions de
la violence etatique a la fois pour le futur reel et pour une
partition test. Nous avons reçu des contributions de 15
equipes internationales. Les modeles concernes tirent profit
de nouveaux renseignements sur le probleme cible en insistant sur les progres methodologiques, sur de nouvelles
donnees et caracteristiques et sur des cadres innovants contribuant a elargir les frontieres des recherches de divers points
de vue. Cet article presente le concours et les principales
innovations proposees par les equipes et aborde les moyens
d’etendre et d’ameliorer cette sagesse de la foule. Nous montrons qu’une approche optimale de la modelisation repose sur
bon nombre des contributions presentees et que de nouvelles
metriques d’evaluation sont necessaires pour saisir les
ameliorations substantielles des modeles et recompenser les
idees uniques.

Motivation

The use of flexible model representations and out-of-sample validation of
predictive performance have become staples of research on conflict and
violence over the last 5 years. This research tradition has taken up a
challenge identified by Ward, Greenhill, and Bakke (2010). They provided
convincing evidence that decades of quantitative studies built solely upon
in-sample testing of relatively simple functional forms failed to substantively improve predictions of armed conflict relative to a simple bivariate
model. Interdisciplinary teams have leveraged innovations in machine
learning and data collection (Sundberg and Melander 2013; Raleigh et al.
2010; Witmer et al. 2017; Hegre et al. 2019) at higher temporal and spatial
resolutions to achieve meaningful progress in the production of policy relevant predictions of conflict processes.
However, much of this current progress has focused on predicting the
presence or absence of conflict in a given location and not on the qualitative changes in escalation and de-escalation of violence. The emphasis on
conflict occurrence has illuminated that a high probability of conflict reoccurrence is one important generalizable pattern (Collier, Hoeffler, and
S€
oderbom 2008; Hegre et al. 2021). Therefore prediction systems have produced useful models of “incidence” of conflict that leverages signals from
conflict history, seasonality, and local conflict contagion.1

1

For example, see the thematic models in Hegre et al. (2019) and Hegre et al. (2021).
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One of the unsolved problems with current systems is that they tend to
be surprised by changes in observed fatalities, both when violence escalates
dramatically or when it disappears partly or completely (Hegre et al. 2021;
Mueller and Rauh 2019). These new or disparate conflict events, or spells
of peace, are of pre-eminent importance to policy-makers and conflict
researchers. If conflict tends to re-occur, then understanding where violence and fatalities are going to rise or dissipate carries multiplicative relevance. Thus, for prediction systems to live up to their potential policy and
scientific relevance, we need to accelerate innovation in predicting these
unexpected changes in violence and fatalities.
In order to facilitate progress on this open set of issues, the ViEWS team
organized a prediction competition, centered around forecasting changes in
state-based violence.2 We called for contributions in March 2020 with a
deadline of September 30 the same year, requesting forecasts for the
future—October 2020 through March 2021—as well as forecasts for a test
set using historical data. This article introduces the competition and the
contributions, and Vesco et al. (2022) compares and evaluates the models.
In organizing the competition we had several related goals. First, we
aimed to spur innovation by coherently focusing a group of talented
researchers’ attention on the problem of forecasting change in fatalities in a
given spatial and time domains. The restricted problem formulation was
designed to counter the tendency for researchers to each infer evidence on
disparate or only partially overlapping data sets and measures as much as
moving beyond the conventional presence-or-absence definition of conflict.
When inviting contributions, we asked for innovation in terms of new
algorithms, features, and model specifications, as well as contributions in
terms of model criticism and potential to improve our understanding of
conflict processes.
To achieve this focus, we set out a specific, common list of prediction
tasks for all participants, and a selection of evaluation metrics to assess the
contributions. Our goal is not to simply replace measurements of conflict
occurrence accuracy and related scores with analogous metrics for change,
but to broaden the credit and rewards that models and teams are given for
innovating in new areas. In particular we aim to incentivize innovative
approaches to these problems (Colaresi and Mahmood 2017), since the
state-of-the-art is what has so far led to the conflict-escalation lacuna. We
follow the logic of machine-learning inspired research designs, where the
functional form linking signals/features of the world to a target of interest,
here changes in fatalities, is not yet known. Therefore, we provided teams
2

The ViEWS team has developed an early warning system for political violence since 2017. For more information
on the project, see ViEWSER (2022) as well as Hegre et al. (2019) and Hegre et al. (2021).
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with the data and tools to not only build new models, but critique and
potentially iteratively improve them moving forward (Blei 2014).
Second, we are interested in how best to combine diverse models and
leverage the wisdom of the crowd effect across our collective insights. It is
well known that a collection of models, each containing unique insights
into a complicated process, can potentially boost a system’s performance
over and above even the most performant individual model (Page 2007;
Hong and Page 2001, Hong and Page 2004). As such, we sought to recruit
and open the competition to diverse teams and lower the barriers to entry,
hoping to draw the collective attention of talented groups that were working on different facets of violence and conflict.
Because we value diverse approaches to this unsolved problem, we explicitly wanted groups to be rewarded for innovating across distinct dimensions. For example, the success of the competition relies upon participation
being open not only to researchers working on new modeling approaches
from network science, Bayesian inference and machine learning, but also
teams that have been working to create new features and input data that
might be useful in predicting changes. Likewise, we aimed to include teams
working with both structured (previously collected data) and unstructured
information (e.g., text) to apply their talents. In designing our suite of performance metrics, our complementary goal was to measure a team’s contribution, not only individually, but also in terms of how it could add to an
ensemble of models. Therefore, potential participants would know that they
did not necessarily have to devise the model that scored the most points, but
would be rewarded for sharing unique contributions on the data generation
process that generalized out of sample, analogous to playing good defense or
making great passes to teammates. This implies a trade-off between standardization and innovation: the competition should be flexible enough to elicit
diverse contributions and improvements along a wide range of aspects—
from innovation in modeling algorithms to inclusion of new data and
improved sets of predictors—but uniform enough to guarantee the comparability across models’ results. For example, a competition that preselected the
feature space would have increased the comparability across algorithms, at
the expense of incentivizing theoretical and data-driven innovations. In this
competition, we opted for giving participants greater freedom in a way that
could boost improvements in predictions on a wide spectrum. The comparability of models were however guaranteed by different elements: (i) the reliance on the common, standardized infrastructure provided by the ViEWS
system; (ii) the common set of metrics utilized for the evaluation, (iii) the
use of standard data on fatalities as the ground truth against which to compare the forecasts, and (iv) the setup of a common scoring committee to
assess the models on both qualitative and quantitative metrics.
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Third, we wanted to begin building the infrastructure and knowledge to
run competitions like these in the future. We strongly believe that prediction
and measuring generalization performance on unseen data are valuable steps
in scientific learning. Both the mistakes that individual models make, as well
as which individual future observations are more usefully predicted by which
perspective, provide valuable pointers toward new theoretical insights
(Colaresi and Mahmood 2017). Since competitions such as ours have been
successful in other domains (Carpenter 2011), we believe creating the infrastructure and experience within the conflict processes community will complement the intellectual exchange in traditional conferences and workshops.
Specifically, we hope that prediction competitions such as ours will uniquely
provide a more tightly coupled dialogue, where each team’s specific expertise
and perspectives exploring different facets of the conflict processes domain
will be coherently focused on specific, unsolved problems, such as conflict
escalation and de-escalation in the case presented in this special issue.
The Structure of the Competition

The participants to the ViEWS prediction competition were asked to generate
forecasts for at least one of the two levels of analysis: country-months (abbreviated as cm in ViEWS) and subnational location-months (priogrid-months,
pgm). The set of countries is defined by the Gleditsch-Ward country code
(Gleditsch and Ward 1999, with later updates), and the geographical extent of
countries by the latest version of CShapes (Weidmann, Kuse, and Gleditsch
2010). For the subnational forecasts, ViEWS relies on PRIO-GRID (version 2.0;
Tollefsen, Strand, and Buhaug 2012), a standardized spatial grid structure consisting of quadratic grid cells that jointly cover all areas of the world at a resolution of 0.5  0.5 decimal degrees, corresponding to approximately 55  55 km
near the equator. This resolution matches the estimated precision level of the
outcome data (Weidmann 2015). Predicting conflicts at this level of analysis
also remedies some of the challenges involved in coarser subnational and politically characterized units. Political subunits such as Admin2 regions are prone
to similar issues to those affecting country-level studies: the shape and borders
of administrative subunits change over time and their definition and function
may vary substantially between countries. While these challenges have been
known for country-level analyses, the magnitude of the problem is even more
substantial for the subnational level (Tollefsen, Strand, and Buhaug 2012).
Prediction Target

We provided participants with targets of prediction, which can be thought
of as dependent variables, at the different spatial extents, to utilize for
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training their entries. In ViEWS, violent episodes are defined as conflict
events if they lead to at least one battle-related death (BRD) per month at
the cm or the disaggregated pgm level.3 Conflict data are obtained from
UCDP-GED and aggregated to the two units of analysis used in ViEWS
(Sundberg and Melander 2013). Historical data covering 1989–2019 are
€
extracted from the UCDP-GED version 20.1 (Pettersson and Oberg
2020;
4
Sundberg and Melander 2013). Newer data are provided by the new
UCDP-Candidate data set which is updated monthly (see Hegre et al. 2020,
for an introduction). This allows use of conflict events up to 1 month
before the forecasting window. In the competition, the focus is restricted to
state-based conflict, as defined by the Uppsala Conflict Data Program
(UCDP) (https://www.pcr.uu.se/research/ucdp/definitions/).
While numerous studies exist that predict violence as a dichotomous target (e.g., Goldstone et al. 2010; Hegre et al. 2013; Cederman and
Weidmann 2017; Hegre et al. 2017; Witmer et al. 2017), the humanitarian
impact of conflict is to a large degree proportional to its intensity.
Although recent research has proposed models for prediction targets such
as counts of number of events or the number of fatalities (for instance,
Brandt, Schrodt, and Freeman 2014; Scharpf et al. 2014; Bagozzi 2015;
Witmer et al. 2017; Johnson et al. 2018), solutions remain sparse. The goal
of the competition was to improve predictions of violence (de-)escalation,
going beyond the usual forecasts of the presence of conflict.
Accordingly, participants were asked to predict substantial change in the
count of the number of fatalities per month from state-based conflict, for
all grid cells (at the pgm level) or all countries (at the cm level) on the
African continent. More precisely, the outcome to be predicted is
Os, i, t ¼ Ds lnðYi, t þ 1Þ ¼ lnðYi, t þ 1ÞlnðYi, ts þ 1Þ

(1)

where Yi, t is the number of BRDs aggregated to the ViEWS units of analysis (which define the relevant i index). By log-transforming the number
of fatalities, we can forecast multiplicative change—a change from 100 to
270 fatalities is seen as commensurate to one from 1,000 deaths to 2,700.
Adding 1 to each Yit term implies that a change from 0 to 1 fatalities is
recorded as a change of lnð2Þ ¼ 0:693:5 Ds lnðYi, t þ 1Þ, then, is the change
in the log number of deaths (plus 1) from ðtsÞ to t months, for unit i. A
In the forecasts presented in Vesco et al. (2022), the target at the cm level is conflict with at least 25 BRDs, but
€
ViEWS records all fatal events as coded by the UCDP (Pettersson and Oberg
2020; Hegre et al. 2021).

3

4

The UCDP-GED raw data are publicly available through the UCDP-GED API (Croicu and Sundberg 2013).

5

This can be thought of as setting a scale for escalation from zero to one in terms of multiplicative change.
set this scale to be similar to doubling plus 1. Thus doubling any value and adding 1 closely approximates
change from 0 to 1 that we instantiate each value with. Substantively, this value provides a lift to
importance of “new” conflict or conflicts that die down to zero (since the log scale is symmetric about
factor change).

We
the
the
the
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step s 2 ½2, 7 is the number of months forward to forecast. The outcome
Os, i, t is defined for each month, or time-step s. We use the difference operator, Ds, to denote both change and the step length. For example,
D2 lnðYi, t þ 1Þ is the change in logged (plus 1) fatalities 2 months in the
future relative to the last month of data defined as being available at time
t  2. Since conflict history data become available with a 1-month lag, the
unseen future from the time perspective of a research team starts at s ¼ 2.
To systematize the information involved in rolling s forward in time, we
denote s ¼ 2 as October 2020 for the absolute periodization.
This operationalization of the outcome variable not only allows for a
more comprehensive assessment of conflict trends and dynamics but also
lays the ground for evaluations of conflict impacts.
Data Partitioning and Step Training

The main challenge for participants was to provide predictions for the true
future at the time of the deadline—October 2020 to March 2021, based on
data up to and including August 2020.
However, armed conflict is (fortunately) not that frequent, and these 6
months of forecasts will comprise a relatively sparse data set to evaluate.
To assess the contributions also against a more comprehensive set of actual
conflict observations, we asked participants to provide six sets of test forecasts for each of the 36 months in the test partition (January 2017 through
December 2019), for six consecutive steps forward s 2 ½2, 7, based on data
up to 1 month before the forecasting window. Participants could chose to
submit separate forecasts for each of the steps ahead in both tasks, or specify how to interpolate or extrapolate from fewer forecasted time-steps.
These forecasts are evaluated in Vesco et al. (2022) in this issue.
The data-partitioning scheme that guided these two forecasting tasks is
defined in Table 1, splitting data temporally into train, calibration, and test
partitions. Participants to the competition may train and tune models using
all observations in the training and calibration partitions (1990–2019/
2014–2016) to produce forecasts for the test set (2017–2019), which are
held out for true out-of-sample evaluation.
ViEWS relies on a step-shifting process to optimize the available data for
training and calibration (Hegre et al. 2021). Predictions presented by each
team need to be consistent with this setup, although the forecasting window is shorter.
The ViEWS time-shifting process maximizes the data available for training and calibration (Hegre et al. 2021) since it allows comparing forecasts
for a given step s for all the 36 months in the test period. This means that
the data available for training and calibration changes according to the
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Table 1. Partitioning of data for estimating model weights, hyperparameter tuning, evaluation,
and forecasting.
Periodization
Evaluation

True forecast

Training period

From:
To:

s ¼ 121 (January 1990)
s ¼ 408 (December 2013)

s ¼ 121 (January 1990)
s ¼ 444 (December 2016)

Calibration period

From:
To:

s ¼ 409 (January 2014)
s ¼ 444 (December 2016)

s ¼ 445 (January 2017)
s ¼ 488 (August 2020)

Testing/forecasting period

From:
To:

s ¼ 445 (January 2017)
s ¼ 480 (December 2019)

s ¼ 490 (October 2020)
s ¼ 495 (March 2021)

The “evaluation” periodization is for testing models and ensembles the “true forecast” periodization for actual
forecasting. The training set is used to train models and the calibration periods for hyperparameter tuning
and estimating model weights. For true forecasting, we have fixed the calibration period to end at the last
available month of UCDP-Candidate data release in time for the competition, August 2020. The third period,
in turn, is for true forecasts or for out-of-sample evaluation of these, respectively. The true forecasting period
starts in October 2020, whereas the testing period in the evaluation periodization commences immediately
after the end of the calibration period. See Hegre et al. (2021) for more details on periodization.

s-step that the model targets. For example, when producing forecasts for
January 2017 for step s ¼ 2, contributors are allowed to use data up to
November 2016 for their training and calibration. When forecasting for
February 2017, they could include data from December 2016 to their training/calibration. When they forecast for January 2017 and s ¼ 6, they could
use data up to July 2016, and so on. This shifting process ensures that we
maximize the data available without causing any data leakage.6
When generating true forecasts, however, this shifting process is much simplified, as forecasts can only be based on the most recent input data—August
2020, the last release of the UCDP-Candidate data at the time of the deadline
for the contributors. Therefore, when predicting for March 2021, participants
can only forecast for s ¼ 7, or based on 7 months before the target month.
Scoring Entries

The forecasting target was designed to attract attention to the problem of
predicting changes in violence. To support the evaluation of the attempts to
target an outcome in terms of change in fatalities, we also included some
new performance metrics that can account for the direction of momentum
and reward novel insights.
Our set of metrics includes the Mean Squared Error (MSE), the Targeted
Absolute Distance with Direction Augmentation (TADDA), the Model
Ablation Loss (MAL), and the pseudo-Earth Mover Divergence (pEMDiv).
MSE is a standard metric for continuous outcomes. When inviting participants to the competition, we noted that MSE would be the main metric,
6

Having a true out-of-sample/from-the-future test set (in the second column) helps to avoid that any intentional
or accidental data leakage and overfitting will lead to poor generalization performance.
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and many participants optimized with respect to that. Since it is in common use and can be computed easily, it contributed to attract the participation of a broad and diverse audience, mapping the road for recurrent
competitions in conflict research. In Vesco et al. (2022), we propose
TADDA as a new metric specifically tailored to evaluate predictions of
changes in fatalities, as it accounts for both the sign and the magnitude of
the predictions versus the actual change. TADDA has potential to be
applied to all research domains germane to escalation and de-escalation.
MAL aims at rewarding models’ contributions to the “wisdom of the
crowd.” It is obtained by observing how each model contributes to an
unweighted ensemble of the predictions, and thus measures the model’s
unique contribution to the predictive performance of an ensemble.
pEMDiv (Greene et al. 2019) is a network-based, context-sensitive performance metric for the pgm level which takes the spatio-temporal distribution
of predictions into account, rewards models that produce good but imperfect temporal and spatial approximations even when they fail to hit the target exactly, and is especially useful for evaluating predictions across space
and time. An extensive illustration of the entire set of evaluation metrics is
presented in the comparison article in this special issue (Vesco et al. 2022).
It is our firm conviction that forecasting models for a complex phenomenon like armed conflict escalation must be evaluated using multiple metrics. Weighing the various dimensions of performance is a challenging task.
To do this, we have been greatly assisted by the scoring committee set
down for the competition. The highly qualified members of the committee,
Nils Weidmann, Adeline Lo, and Gregor Reisch, are all unrelated to
ViEWS and the participants.
The Benchmark Models

The teams’ predictions are primarily compared against each other, but also
against benchmark models set up by the ViEWS team. The benchmark
models were distributed to the teams and were used by several of them as
points of departure for their own models. We trained two sets of random
forest regression models, one for each level of analysis.7 Benchmark models
at the cm level were trained on global data, pgm models on data for Africa
only.8 Since the task is to predict the logged change in fatalities in the
In practice, we trained separate models for each step s 2 ½2, 7 and for each of the tasks listed above, but they
all have the same feature sets and hyperparameters.

7

8

The ViEWS team is continuously updating and improving the data. During the competition, some minor issues
were discovered with the structures (geometries and neighborhoods) of the cm and pgm data sets as well as
with the handling of missing data. For the sake of fairness, the benchmark models still use the original version
of the data, while the evaluation of the contributions is performed against the corrected actual data.
Supplementary Tables A-3 and A-4 report the evaluation results for the benchmark model computed on the
corrected actual data. The evaluation changes only very slightly.
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African continent only, we subset the predictions from the cm models
accordingly. To reduce computational load, when training the pgm benchmark models, we asymmetrically downsampled the data to keep only one
percent of observations with no change in fatalities.9
The cm models were trained using more than 400 features available in
the ViEWS database. The pgm models were trained on 40 features found to
be important for the ViEWS models classifying into conflict or no conflict
dichotomously. Data in the benchmark models were primarily sourced
€
from the UCDP (Pettersson and Oberg
2020), World Development
Indicators (WorldBank 2019), Varieties of Democracy (Coppedge et al.
2020), REIGN (Bell 2016), ACLED (Raleigh et al. 2010), and PRIO-GRID
(Tollefsen, Strand, and Buhaug 2012). A selection of the features and their
associated impurity-based importances are listed in Supplementary Tables
A-1 and A-2.10
The benchmark predictions at the pgm level were calibrated to ensure
that their means and standard deviations closely approximated the means
and standard deviations of the actual observed values in the calibration
data, for each step. To accomplish this, we computed the mean and standard deviation of Os, i, t as defined in Equation (1) for the actuals and benchmark model predictions for the calibration partition. From these, we
computed the calibration parameters, using the difference in means and the
ratio of the standard deviations, respectively, to shift and rescale the benchmark predictions for the test partition.
We complemented the benchmark models with “no-change models”
predicting zero change uniformly across the forecasting window, for each
level of analysis. 11 As MSE scores are heavily affected by the zero inflation and the mean value of the outcome being close to zero, these models
are especially relevant when evaluating the MSE scores of the
contributions.
Tables 2 and 3 present the MSE and TADDA scores for the benchmark
model at cm and pgm for the 2017–2019 period. For cm, average MSE
across steps is 0.747, while for pgm average MSE is much lower (0.049) due
to the higher number of zeros in the true observations. Similarly, TADDA
is higher at cm (0.527) than at pgm (0.146). The values of these metrics
have no intrinsic meaning, being dependent on class imbalance and other
factors, such as the irreducible error in the process, but provide a point of
comparison for all of the entries. Almost all models presented by participants scored better than the benchmark models for most of the metrics.
9

See Hegre et al. (2019) for details.

10

Feature importance is calculated as the normalized total reduction in Gini impurity for each input.

11

We are grateful to Vestby et al. (2022) for proposing this as a second benchmark model.
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Table 2. Evaluation scores for the benchmark and no-change models by step, cm.
Step
2
3
4
5
6
7

MSE benchmark
0.736
0.727
0.689
0.793
0.748
0.788

MSE no-change
0.674
0.773
0.841
0.807
0.841
0.864

TADDA benchmark
0.535
0.520
0.501
0.554
0.520
0.533

TADDA no-change
0.340
0.365
0.391
0.375
0.384
0.389

Table 3. Evaluation scores for the benchmark and no-change models by step, pgm.
Step
2
3
4
5
6
7

MSE benchmark

MSE no-change

TADDA benchmark

TADDA no-change

0.045
0.046
0.050
0.048
0.050
0.052

0.032
0.033
0.033
0.033
0.034
0.034

0.138
0.140
0.151
0.142
0.151
0.151

0.014
0.014
0.014
0.015
0.015
0.015

The benchmark scores do not exhibit any clear trend over the forecasting
horizon, although MSE for s ¼ 7 tends to be among the highest.12

Contributions

The structure of our competition would be of little use if we could not
attract a heterogeneous crowd of experts to provide unique insights. To
incentivize contributions from differentiated teams, we (i) announced the
competition via a public, international call without any eligibility prerequirements to participate; (ii) extended personalized invitations to participate to members of the international conflict research community; (iii)
lowered the barriers to entry by providing participants with an infrastructure to access ViEWS data and tools (OpenViEWS2 2020); and (iv)
announced our intention to reward contributions across multiple dimensions, taking into account various evaluation metrics, as well as the qualitative and quantitative assessment by a scoring committee of experts.
Despite the significant complications from COVID-19, we were successful in drawing together an impressive group of participants. We received
17 contributions from 15 teams by the deadline of September 30, 2020.
Nine of these were at the country-month (cm) level, eight at the PRIOGRID (pgm) level. Two teams (D’Orazio and Lin, Chadefaux) submitted
predictions for both levels.13
12

There are two interpretations for different scores across distinct sets of comparison data: the first is that the
model does worse, or second, that the prediction problem at step 6 is simply more difficult that the other
steps. A comparison of the values of metrics calculated with different target/actual observations cannot
identify which of these interpretations is correct. The same problem does not plague comparing models based
on the same observed data, since this holds constant the difficulty of the problem.

13

An overview of the contributions and their main features is presented in Table 1 in Vesco et al. (2022).
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Figure 1. Maps of predicted change from September 2020 through March 2021, cm.

To illustrate the nuances between and common patterns among the different models, Figures 1 and 2 map the predicted change in fatalities
from August 2020 to March 2021 for each model, at the cm and the pgm
levels. The observed changes in fatalities are presented in Figure 3 for
October 2020 (s ¼ 2) and March 2021 (s ¼ 7). The figures reveal some
prominent fluctuations in fatalities that have notable repercussions in the
models’ evaluation for the true future (see [Vesco et al. 2022] for an
evaluation of the models). February 2021 (s ¼ 4) saw an abrupt escalation
of violence in the Tigray region, as well as an upsurge in fatalities in
Mali, where the government remains challenged by the pro-al-Qaida alliance JNIM. December 2020 shows a widespread increase in fatalities,
mainly driven by the escalation of tensions in the Central African
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Figure 2. Maps of predicted change from September 2020 through March 2021, pgm.

Republic over former President Bozize’s presidential candidacy, the violence pitting the Nigerian government against the jihadist group Boko
Haram in the northwestern Zamfara, Katsina, Kaduna and the north-east
states of Borno and Adamawa, as well as a generalized increase in fatalities at the border between Ethiopia and Sudan when Khartoum reclaimed
control over some territories.
It is immediately apparent that the models are not all encoding the
same pattern—correlations between the contributions at the cm are as low
as 0.5, with some as high as 0.9. The diversity is more dramatic at the
pgm level, with correlations between the model predictions mostly
below 0.5.
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Figure 3. Maps of observed change in fatalities from September 2020 to October 2020 (left),
and March 2021 (right), cm (top), and pgm (bottom).

There is also overlap in the predictions of multiple models. At the countrylevel (Figure 1), most models forecast escalation in Algeria and Libya, and deescalation in Central African Republic and Mozambique. The predictions for
other contexts diverge. The models disagree on whether violence will escalate
in Egypt and Ethiopia, over the October 2020–March 2021 period. In Figure 4,
we show the predicted change in fatalities over time for each model, for
Mozambique and Egypt.
At the pgm level (Figure 2), differences are even stronger across the contributions. Vestby et al.’s model suggests violence will de-escalate in most
of Nigeria, although their confidence in the ability of the model to separate
between escalation and de-escalation is limited. Hultman, Leis, and Nilsson
and D’Orazio and Lin (2022) predict escalation.
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Figure 4. Predicted change from September 2020 through March 2021, for selected countries.

Figure 5. Predicted change from September 2020 through March 2021, for selected groups of
grid cells (bottom).

Figure 5 plots the forecasted changes over time averaged over two groups
of 25 priogrid cells (see lower right map in Figure 2). In contrast to the
country-level forecasts, the pgm models provide distinct forecasts for
regions where violence may be more likely to increase. In the coastal region
between Tanzania and Mozambique, Hultman, Leis, and Nilsson suggest an
escalation, whereas Lindholm et al. project a strong de-escalation. In the
area straddling the borders of Nigeria, Cameroon, and Chad, Fritz et al.
(2022) suggest a more intense escalation than the others, and Lindholm
et al. again forecast a decline in fatalities.
As we will detail below and is apparent in the individual articles in this
special issue, the differences in these forecasts may arise from novel
insights and approaches. The groups developed new algorithms and methods for this setting; introduced new features and data; and creative specifications and combinations of strategies.14
An Ensemble of the Contributed Forecasts

Variance in the forecasts across participants is a necessary, but not sufficient condition to produce new collective insights. We want to know
whether the groups of models, when weaved together, can help us better
generalize to new cases more effectively than any single model—in short,
whether the competition has generated wisdom in our crowd of models.
14

We emphasize that these insights do not imply that there is not significant work to accomplish in the future,
only that we find clear evidence of progress. Even if these are early days, especially for usefully predicting
changes at high spatial resolution, there are reasons to be optimistic that there are systematic patterns to
learn from.
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Figure 6. Maps of predicted change from August 2020 through March 2021, weighted ensemble of the contributions, cm (left), and pgm (right).

For definitive evidence on this we must await new data from the future.
However, right now we can calculate an ensemble forecast from the contributors for this future set (October 2020–March 2021). We obtain ensemble predictions by weighting and averaging all of model predictions at the
cm and pgm levels of analysis, respectively, for each step ahead. Specifically,
we chose the inverted MSEs as weights, so that more accurate models have
a greater influence on the ensemble prediction values. To be clear, the
models are fit on the training data. Then, these model objects are used to
forecast values for the unseen future set. The weights are assigned based on
MSE scores for the test partition (2017–2019) so that distinct data partitions are used for training, weight estimates, and eventually evaluation.
Figure 6 presents the maps of forecasted changes in fatalities from
August 2020 up to March 2021, according to the weighted ensemble of
contributed models.15 The ensemble consistently predicts a strong increase
in fatalities in Libya, Chad, and Niger and in Egypt and Algeria to a lesser
extent. A moderate increase is also predicted in Kenya, Uganda, and
Angola. Conversely, the ensemble forecasts a decrease in violence in
Mozambique, Nigeria, CAR, South Sudan, Ethiopia, and Somalia.
Predictions at the pgm level reveal interesting patterns of localized violence.
Conflicts seem to decrease in intensity in some locations, but simultaneously spread in the neighboring regions. For example, the model forecasts
a migration of violence from the central region across the border of
Nigeria, Chad, and Niger to the surrounding locations. Violence is similarly
predicted to move across areas in Mali. Somalia shows a more mixed trend,
15

The comparison metrics of an ensemble of the contributions for the test set are unveiled in Vesco
et al. (2022).
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where various de-escalation spots are forecasted nearby generalized settings
of expected escalation. Similar contexts are the Anglophone region of
Cameroon, the border between DRC and Uganda, and at the very north of
Mozambique, all characterized by a predicted steep decrease in violence in
localized areas, surrounded by increasingly violent neighborhoods.
Summarizing the Innovations across Contributions

The main methodological innovations introduced by the participants are
the development of new algorithms to account for spatio-temporal dependencies; the use of textual information extracted from the news and internet
queries; and the use of ensembling techniques to enhance predictive
performance.
New algorithms

Many participants attempted to improve the representations of spatio-temporal
dependencies characterizing conflict patterns. Common choices to address
these dependencies were recent advancements in Recurrent Neural Network
(RNN) models, and Long–Short Term Memory (LSTM) versions in particular,
as well as Markov models.
While neural-network model architectures are beginning to be used
more frequently in conflict prediction, this representation may be unfamiliar to many in the conflict processes community. Perhaps the best intuition
for these neural-network methods is to think of fitting, in sequence, first
multiple lines/cutting planes across feature values, and then defining
regions based on whether points fall above or below sets of these boundaries. If there is simply one sequence of multiple cutting planes and inequalities, fit with gradient descent or back-propagation of errors, we have the
Multilayer Perceptron algorithm. Deep learning extends this sequence
where the regions themselves become features in the next iteration, and
new weights/boundaries are defined based on these regions/abstractions.
There are different functions that can be used to weight and aggregate (and
disaggregate) across these sequences. However, it is this nested, sequential
quality that allows multilayer neural-network representations, for example,
to learn to represent pixels as wheels in an intermediate step toward predicting whether an image contains a car or not.
Models that rely on neural-network and complex machine-learning
approaches, like those presented by Malone (2022), Radford, Brandt et al.
(2022), and Chadefaux, have a comparative advantage over simpler models
in capturing the dynamics of conflicts and are especially good in predicting
changes in fatalities in countries and grid cells where conflicts are ongoing.
As they heavily rely on the endogenous information contained by the
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conflict variables, however, they are less suitable to predict if violence
erupts in previously peaceful locations. Models that build on fast-changing
features and signals of rising tensions such as those presented by Mueller
and Rauh (2022), and Oswald and Ohrenhofer are better equipped to predict new conflict outbreaks. Relatedly, complex algorithms that preponderantly build on the latent information contained in the outcome tend to
predict a decrease in fatalities (rather than a null change) in peaceful settings.
Malone (2022) (cm) develops an LSTM approach to remedy some of the
shortcomings of RNNs. LSTM weighs the relative influence of historical
trends through a series of input, forget, and output “gates,” which control
the flow of information across a memory unit (Hochreiter and
Schmidhuber 1997). The results show that the model’s error rate grows
along the forecasting window, but more slowly than the benchmark model.
Malone’s model tends to forecast conflict much better for countries that
have a strong legacy of conflict—such as DRC, Mozambique, or Angola
(Figure 1) —while it performs more poorly in countries where conflict
emerges suddenly, consistent with the LSTM representation learning the
uneven gaps between spikes in escalation, but not providing new leverage
on any initial escalations or violence spikes that are too distant from each
other in time or space.
Radford (2022) (pgm) utilizes a neural network that parameterizes the
spatial and temporal lag structure, allowing the algorithms to learn these
lags on a per-feature basis. By dealing with data at the pgm level as sequential frames, the model learns spatial patterns and allows for higher flexibility with respect to spatial dependencies. These results suggest that if there
exist nonzero casualties at the initial time-step, the model generally predicts
a decrease in casualties in the following steps. However, when the observed
value is zero or greater, the model tends to predict no change. These flexible nonlinear dynamics over space and time are one of the unique contributions of this entry.
Brandt et al. (2022) (pgm) use spatio-temporal graph convolutional
neural networks (ST-GCN), which are highly flexible and can account for
spatial and temporal dependencies. Similarly to Radford’s, Brandt’s model
has a tendency to predict slight negative changes in locations where there
is no ongoing conflict (Figure 2) but this might also depend on the calibration strategy, rather than the model’s representation.
Chadefaux (2022) (cm/pgm) uses machine-learning methods derived
from pattern recognition in time series, and presents a model that applies
clustering and prototyping to extract shapes. His algorithm is trained on
entire sequences of events as units of analysis rather than single observations, enabling the model to extract potentially complex motifs and
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nonlinear patterns of violence. The results show that the MSE for the
“Dynamic Time Warping” model significantly improves upon both the
benchmark and the no-change models. Similarly to Malone’s, the model
presented by Chadefaux exhibits a limited variance in the distribution of
predictions: both models’ predictions span a more limited range and have
less extreme under and over-predictions than the other models, as visible
in Figure 11 in Vesco et al. (2022).
Other approaches have also been proposed to capture spatial or temporal
dependencies. Fritz et al. (2022) introduce a hierarchical hurdle regression
model to predict the change in fatalities at the pgm level. Their theoretically
based algorithm models the intensity of conflict at a specific point in time
as a three-stage process, where stages one and two estimate whether they
will observe any casualties at the country- and grid cell-level, respectively,
while stage three applies a regression model for truncated data to predict
the number of such fatalities conditional upon the previous two stages. In a
different approach, D’Orazio and Lin (2022) (cm/pgm) explore models
trained exclusively on grid cells that experienced conflict in the training set
and fix the predictions for these at 0 for the test set. However, they do not
conclude these “hurdle models” are better than the alternatives.
Markov models, especially hidden ones (HMM), were another popular
choice to capture spatio-temporal patterns. In hidden Markov models, the
target system is assumed to be a Markov process (Karlin 2014). The density
function of the dependent variable is viewed as a combination of latent
states with proportions determined by the likelihood that the observation
was produced by the respective states. For example, Randahl and Vegelius
(2022) (cm) use two ensembles of visible and hidden Markov models,
weighted through a genetic algorithm that optimizes the fit on the
TADDA score.
Similarly, Lindholm et al. (2022) (pgm) introduce a hidden Markov
model which can be thought of as a discrete state-space model having two
latent continuous states, where each PRIO-GRID cell is modeled as having
two states that evolve over time. These states encode an “onset risk” and
“potential severity,” respectively. Using sequential Monte Carlo simulations,
they obtain a predictive distribution by computing the probability distribution for a death count at time t conditional on all data observed up until
time t  s. The model by by Lindholm et al. performs less well than the
one presented by Randahl and Vegelius for the test set, suggesting that the
ensembling technique utilized by the latter is particularly useful in increasing performance. The evaluation of the models for the true future (presented in Vesco et al. [2022]) also revealed that the model by Lindholm
et al. was underfitting for the test partition and performed well for the true
future set.
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Another algorithmic innovation focuses on the methodology for usefully
extracting features from news sources. Building on previous work (Mueller
and Rauh 2019), Mueller and Rauh (2022) (cm) combine unsupervised
with supervised machine learning, using a Latent Dirichlet Allocation
(LDA) model for extracting features from newspaper articles. The output of
the forecast model is analyzed in a framework of cost minimization, in
which policy costs due to false positives can be traded off against the damages caused by conflict. The models suggest that news can provide useful
forecasts even when evaluated in a cost–benefit framework.
Attina, Carammia, and Iacus (2022) (cm) couple a new algorithm with
additional features, presenting an Adaptive Elastic Net (Ada-ENet) model
in combination with real-time event data. Elastic Net representations allow
a modeler to utilize a weighted combination of L1 (Manhattan distance)
and L2 (euclidean distance) regularization penalties, as opposed to choosing
one or the other arbitrarily. Vestby et al. (2022) (pgm) use another adaptive
algorithm that is based on boosting. In boosting, weak-learners, such as stublike decision trees, are used to iteratively identify and weight-more-heavily the
difficult cases to correctly classify in the training step. Vestby et al.’s contribution specifically opts for an extreme gradient boosting model (XGB) that
introduces regularization and is more readily parallelizable than other boosting approaches that must be computed in sequence. Similarly, Ettensperger’s
ensemble combines forecasts generated from XGB and Random Forest to
improve predictive accuracy.
Other contributions innovate rules to select among multiple candidate
models and aggregate the predictions into an ensemble prediction.
D’Orazio and Lin (2022) (cm/pgm) exploit three autoML algorithms to
span a large number of model specifications. The results show that the
models perform better for pgm, while at cm the results are mixed. Among
the three, the H2O solver performs best, and is least prone to overfitting.
Randahl and Vegelius combine 15 different visible and hidden Markov
models into an ensemble prediction, while Ettensperger (2022) integrates
models trained on different sets of features and spatial coverage, and with
different algorithms (Extreme Gradient Boosting and Random Forests) in a
simple average ensemble. Both find that the ensembles outperform single models.
New features

Other contributions invested in integrating innovative sets of features from
new data sets to produce improved predictions.
Hultman, Leis, and Nilsson (2022) (pgm) leverage new subnational data
on all UN peacekeeping deployments in Africa (1994–2020) from the new
Geocoded Peacekeeping (Geo-PKO) data set (Cil et al. 2020). Their model
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adds unique information on the size of peacekeeping units and number of
peacekeepers in the vicinity, complementing the traditional focus on drivers
of conflict escalation with new insight on what fosters de-escalation.
Fritz et al. (2022) (pgm) focus on the role of governmental arms imports
as an indicator of both intensifying fighting and deterrence of challenges.
As spatial distance may have logistical implications on the ability of the
central forces to deploy conventional weapons, they allow the local effect of
arms imports on conflict intensity to vary depending on a location’s distance from the capital.
The models in B€atz, Kl€
ockner, and Schneider (2022) (cm) include direct
and indirect proxies for a weakening status quo in the context of a bargaining model. Their algorithms progressively include additional predictors on
top of a baseline model. Novel information used to predict changes in conflict intensity regards data on political leaders, actual and anticipated elections, as well as measures of deaths caused by COVID-19, caseloads, and
hospital beds on a per capita basis. Their results show that the addition of
socioeconomic and political variables reduces the prediction error and adds
explained variance.
Vestby et al. (2022) (pgm) explore the predictive potential of an extensive
set of variables included in PRIOGRID v.3, extending the features available
in the previous version of PRIOGRID (Tollefsen, Strand, and Buhaug
2012). This data collection has global coverage of all predictors from 1995
to 2019 and, among others, includes information on geographic and climatic characteristics, demographics, socio-economic factors, political and
institutional settings, and information on elections.
Brandt et al. (2022) (pgm) add monthly ICEWS event data (Boschee
et al. 2018) for the last 20 years. They use CAMEO event counts and rely
on the flexibility of their modeling technique to capture the linkages
between civil conflict and ICEWS events. The results show these data
sometimes improve performance, but sometimes decrease performance,
depending on the choice of the evaluation metric.
Attina, Carammia, and Iacus (2022) also integrate event data from the
Global Database of Events, Language, and Tone project (GDELT 2020), a
repository of geolocated events coded from the world’s broadcast, print and
web media. GDELT includes data on the instability potential of each event,
as well as a continuous measure of actions’ intensity, ranging from
cooperative to violent.
Oswald and Ohrenhofer (2022) (cm) build on the intuition that internet
searches might reflect broader socio-economic or political patterns, represent individual feelings of threat and danger, and thus capture early signals
of violence escalation. They integrate the ViEWS benchmark model with
measures of Wikipedia topic saliency, leveraging data on views of and
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contributions to Wikipedia pages. Their predictors provide an innovative
perspective on early signals of violence, by identifying politically controversial topics as measured by the number of page changes, along with the saliency of the country proxied by the number of page views. However, they
find that only the country page views variable contributes positively to the
forecasting task.
Mueller and Rauh include data extracted from newspaper articles and
aggregated into topics to capture subtle signals from the news, which are
positively or negatively related to violence risk.
Model specifications

The contributions vary greatly in terms of strategies for feature selection as
well as techniques to engineer features. Several of them rely on the estimation algorithms to select features from the 600 variables provided in the
ViEWS package provided to participants or own feature contributions. For
instance, Brandt et al. (2022) focus on building an end-to-end framework
with little feature engineering, and include all inputs to the model as raw
features. Radford and Malone rely on the techniques in convolutional
neural-network models to expand features from a smaller selection of raw
features. Attina, Carammia, and Iacus feed their AdaNet model with the
features included in the ViEWS data set, allowing the algorithm to perform
both the selection of the optimal (and most parsimonious) set of features
and the estimation contextually. Contributions such as Vestby et al. that
make use of tree-based models allow these algorithms to weigh the importance of the broad feature sets fed into them. Vestby et al. also add some
theoretically motivated temporal lags and manipulations of the conflict variables, such as the counts of state-based, one-sided, and nonstate violence
over a moving 12-month window, as well as the 6-month moving average
growth of these counts.
Other contributions select the features manually into their model specifications. Fritz et al. (2022) (pgm) opt for a parsimonious set of theoretically
motivated variables, and emphasize the external procurement of major conventional weapons as a critical factor that gives governments the opportunity to catalyze armed conflict.
B€atz, Kl€
ockner, and Schneider specify their models in a cumulative
approach, progressively adding theoretically driven feature sets on top of a
baseline model. Similarly, Hultman, Leis, and Nilsson test three different
model specifications based on peacekeeping operations data. One model
only contains the number of peace keeping operations (PKOs) in the
PRIO-GRID cell and a spatial lag; a second model includes some additional
peacekeeping-related features; and the third model also integrates additional information on space–time dependencies and seasonality. Their

INTERNATIONAL INTERACTIONS

543

results show that while the model including only PKOs is the best in terms
of TADDA scores, including violence history is necessary not to underestimate positive changes in conflict.
Acknowledging the difficulty of knowing a priori the right model specification or algorithm, several contributions structure their approach to draw
on multiple specifications. D’Orazio and Lin (2022) use automated
Machine-Learning systems to search systematically over a wide space of
specifications. Ettensperger and Randahl and Vegelius use ensemble techniques to generate predictions from a number of distinct models.
Model criticism

Some participants provided multiple model specifications and compared
their predictive performance on the test set to get some insight on the
modeling approach and/or the theory behind it. D’Orazio and Lin (2022)
test different model specifications at both cm and pgm. The results show
that their dependent variable-only model, which only includes information
about the endogenous variable, performs better than a model which uses
the most useful predictors from ViEWS, as well as the hurdle-model specification, which uses heuristics to remove zero-fatality observations. Their
findings suggest that auto-machine-learning (auto-ML) systems based on a
conflict history only specification achieves the highest predictive power,
especially at high spatial resolution (pgm), whereas exogenous variables
may be more valuable at higher levels of aggregation (cm). The authors
also expect that slow-moving variables like development indicators will not
yield improvements over their best model, as the value of this information
gets incorporated into the auto-ML forecasts. Improvements in forecasting
at pgm level might rather be achieved by integrating information on sudden
changes preceding violence.
A common realization from the participants was the need for improved
and extended sets of evaluation metrics which (i) take the predictive distribution into account; (ii) reward the ability to accurately forecast nonzero
changes in fatalities, compared to models that always predict null change;
(iii) evaluate models’ performance in different subtasks separately, that is,
with respect to predicting the onset or recurrence of violence as distinct
from the change in fatalities in ongoing conflicts; and (iv) measure substantial modeling improvements.
Both Brandt et al. (2022) and Lindholm et al. propose models that generate forecasts as distributions rather than points only, and advocate evaluation metrics that take the entire distribution into account. Exploring this
on their own models, Brandt et al. (2022) find that the performance of a
model that includes event data is clearly better when using MSE for evaluation, while when using a metric that accounts for the predictions’
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distributions, the results are mixed and the inclusion of ICEWS event data
does not clearly contribute to better performance. On the basis of that,
they advocate for a better alignment of the selection of performance metrics with the models’ end-goal, in a way to optimize the forecasting model
according to its objective. Lindholm et al. also argue that the predictive distribution contains valuable information that is not taken into account in
the competition scoring. They find their model to perform relatively worse
when evaluating with a point-only metric like the MSE. Brandt et al.
(2022) suggest using continuous rank probability scores (CRPS, see Brandt,
Schrodt, and Freeman 2014) as a proper scoring metric that accounts for
the distribution of the prediction, not only the point, as is the case with
mean squared error. CRPS can improve model selection, as accounting for
the full distribution can help researchers to avoid cases where the MSE is
low but predictions exhibit high variance. On the other hand, just as the
MSE, CRPS does not necessarily reward models’ ability to forecast nonzero
changes in fatalities.
Pointing to the limits of the state of the art in forecasting changes in
fatalities, Vestby et al. discuss their models’ performance relative to the nochange model. The no-change model exhibits a better MSE score than the
alternatives they propose. The authors’ preferred model is their Extreme
Gradient Boosting model (XGB), which they report to be best at predicting
actual changes in locations where there was a nonzero change in violence,
although coming at the expense of more “false positives.” Based on this,
they question the usefulness of the MSE for evaluating models’ performance and advocate for the introduction of new evaluation metrics which
reward not only “trueness” — squared deviations from the actuals — but
also “precision” — models’ ability to discriminate between no change and
either escalation or de-escalation. Such metrics would acknowledge the sensitivity of early warning models to positive actual occurrence, rather than
the nonoccurrence of (de-)escalation. For example, they suggest the
Concordance Correlation Coefficient (Lin 1989, CCC) which evaluates the
pairwise agreement between two vectors of observations along a scale from
–1 to 1 and measures both “precision” and “trueness” at the same time.16
Theoretical insights and future advancements

Many teams provide valuable insight on forecasting changes in fatalities
both from a theoretical and methodological stand-point.
16

There are also some significant limitations to the CCC, including the fact that it mixes information on accuracy
and precision without disambiguating them. Because of this, a model that fits patterns in the data more
accurately than another, which would be preferred by MSE, would have its lower variance penalized by CCC.
This is one reason why CCC is used for estimating the reliability of measurements, but not as performance
metrics conventionally for forecasting.
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Models presented by Malone, Chadefaux, and D’Orazio and Lin (2022)
perform well by only including conflict history variables as predictors,
pointing to the importance of exploiting further the information contained
in past conflict trends. Likewise, Randahl and Vegelius show that out of
their 15 constituent models, the highest ensemble weights are assigned to
the conflict history and the conflict neighborhood models.
Another lesson from the contributions concern the importance of parsimony in forecasting models. Models with one or very few features perform
at least as well as models with very extensive feature sets (e.g., D’Orazio
and Lin 2022). Results from various contributions reiterate the importance
of digging into conflict-related variables, such as spatial and temporal patterns, to improve forecasting performance of the change in fatalities
(Chadefaux, D’Orazio and Lin, Lindholm et al., Malone, and Randahl
and Vegelius).
Yet, as predicting change in fatalities is harder than predicting conflict
incidence or duration, including features that can capture both early warning signals of violence escalation and drivers of de-escalation can provide
added value.
Textual information related to event data can contribute to increasing
the signals of early tensions. Event data (Attina, Carammia, and Iacus, and
Brandt et al.), data from Wikipedia pages (Oswald and Ohrenhofer) and
features extracted from the news (Mueller and Rauh) can capture almost
real-time changes in attitudes both at an individual and collective level
which might provide unique insight on the raise of tensions or the
increased risk of violence onset.
Models that include theoretically motivated factors (Fritz, Lebacher, and
Kauermann 2020), or mediating contextual conditions that can lead to deescalation rather than increase in violence—such as PKOs (Hultman, Leis,
and Nilsson), could similarly add unique insights to forecasting changes in
fatalities, and balance the tendency to predict a continuous positive change
in violence in locations burdened by a gloomy conflict legacy.
The difficulty of the prediction task may indicate that the very prediction
problem put to the contributors could have been better formulated. This is
discussed at some length in Vestby et al. (2022). For instance, they point
out that the fluctuating nature of monthly fatalities suggest that we should
rather be interested in the more permanent and substantial changes in levels identified by change-point models (e.g., Cunen, Hjort, and Nygård
2020) than month-to-month changes. One possibility could be to define
escalation as a latent variable and observe it at lower spatio-temporal resolution to avoid introducing too much noise in the data. Another interpretation is that the task of prediction is difficult, especially at the pgm level,
because peace science has been focused on linear models using lower
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spatial and temporal resolution concepts and measurements for five decades (Ward and Beger 2017). A shift in focus could bring more sustained progress.
What We Have Learned

The contributions of teams with different expertise and approaches to
studying the escalation and de-escalation of violence has taught us some
valuable lessons on forecasting conflict processes.
It is clear that the task of predicting change is daunting, as it requires
two quite different abilities: the sensitivity to pick up early warning signals
of tensions before a conflict erupts, and the ability of discerning the
amount of change from the pre-existing level. While models are quite good
at predicting ongoing violence based on previous conflict history, due to
persistent patterns of violence, forecasting violent breakups is much more
difficult, as well as predicting events in areas with no recent conflict history
(Vestby et al. 2022). The problem of the large proportion of observations
with zeros is even more pressing when predicting changes in fatalities than
when predicting conflict incidence. This has to be taken into account both
when developing models and evaluating them. MSE does not address these
issues, as it does not reward or penalize models for their ability to predict
in the neighborhood of zeros. An important endeavor for future research is
thus to elaborate a set of evaluation metrics that can assess forecasting performance over different dimensions. Relatedly, promoting the use of a full
set of metrics rather than only one to evaluate models’ performance could
improve the evaluation process.
Models generally struggle to distinguish positive from negative changes
in fatalities, especially at the monthly level (Vestby et al. 2022). Forecasting
de-escalation seems to be a particularly hard problem, and models that
include drivers of conflict settlement such as peacekeeping operations
might be a valuable complement to traditional approaches that include
only drivers of conflict escalation. A reason why de-escalation might be
hard to predict could be the time-varying character of a conflict.
Models that include information about different actors or conflict types
could help improve performance (Malone 2022). As Malone points out,
there might be theoretical reasons why forecasting models struggle to predict new conflicts, as suggested by the efficient market hypothesis in financial economics (e.g., Malkiel and Fama 1970) and bargaining theories
(Fearon 1994; Spaniel and Malone 2019) —war might be “in the error
term” (Gartzke 1999). If so, there may be a ceiling on model performance,
and we should have conditional expectations about when forecasting is
likely to prove more accurate than others. Also, as mentioned by Mueller
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and Rauh (2022), the number of cases of first onsets is low and machinelearning models are less useful than smaller, more theoretically
based models.
The models submitted agree on the importance of spatio-temporal
dependencies when investigating changes in violence patterns. Models
based on very parsimonious sets of input features, or even on conflictrelated variables only, tend to perform at least as well as models with many
predictors. This calls for the importance of digging into methods and
approaches to exploit the (latent) information contained in conflict variables further. Models need to carefully define the dependent variable in a
way that best encodes learnable information about (de-)escalation patterns,
and how that relates to the spatio-temporal resolution (Vestby et al.).
Complex algorithms can reach higher levels of accuracy in forecasting,
but this tends to come at the expense of interpretability. This competition
exemplified how political science is moving toward increasingly complex
models. These models with potentially hundreds of thousand of parameters
and layers of nonlinearities are undoubtedly needed, at least as a step
toward predicting emergent, social phenomena such as violence. These
advances however need to be coupled with efforts of interpreting the
results. Increased interpretability is necessary so that these findings can
contribute to a greater scientific understanding of conflict processes and
ultimately enhance theory developments. Iterating induction from models
and then qualitative knowledge about patterns and cases holds the promise
of more parsimonious representations as well as transferring learning from
one task (e.g., escalation) to others (e.g., onset). Advancements in forecasting therefore need to both listen and speak to sound theoretical developments, to enable this process (Colaresi and Mahmood 2017). A lack of
interpretability might also limit the policy-relevance and ethical use of these
models. Without understanding the patterns in the models (and data) it is
more difficult for researchers and policy-makers to ensure that they do not
encode bias or unfairness to specific groups. While there is significant
work to be done on this moving forward, models like the one presented by
Fritz et al. (2022), which explicitly aims at being easy to interpret, theoretically solid and flexible enough to capture interpretable linear and nonlinear effects, might foster theoretical advances, be better able to reflect the
observable patterns in the data, and contribute to multimethod dialogue on
further progress.
What wisdom can we learn from the crowd of contributors to the competition? Our results from evaluating the unweighted average ensemble of
predictions for the true future (reported in Vesco et al. [2022]) clearly suggest that the optimal modeling approach draws on a good number of them.
One challenge when evaluating and scoring the contributions is that each
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of them are partial solutions to the problem. The contributed forecasts are
specializing in a narrow subset of the problem, and the true value of the
innovation can be hidden by suboptimal performance with respect to the
aspects that are given less attention. For instance, many participants chose
to include only a selection of the features available to them when developing their algorithms or expanding with new features, and those contributing new features may use less optimal algorithms.
As demonstrated by their superior relative performance in the test partition, models spanning multiple specifications can contribute greatly to the
prediction task [the D’Orazio and Lin (2022) auto-ML solutions perform
very well at both levels of analysis, as does the ensemble model in
Ettensperger]. Our simple ensemble model seeks to exploit this across all
the contributions to the competition. Another approach would be to pick
the most promising partial contributions and assemble them in a new modeling framework. Although outside the scope of this introductory article,
this framework would likely include the following: (i) Some form of ensemble modeling, possibly in combination with automated specification search
algorithms, are essential; (ii) At the cm level, the new features suggested are
clearly valuable (iii) Data extracted from the news through topic modeling
(Mueller and Rauh) or in the form of events data (Brandt et al. 2022)
belong to an improved model, as do internet search data (Oswald and
Ohrenhofer); (iv) At the pgm level, an optimized model would include
some of the suggested methods for modeling existing conflict history data,
either through convolutional RNN models or the “time-warping” procedure
suggested by Chadefaux. Several contributors point to the difficulty of
modeling onset of violence and change from a given level of pre-existing
violence simultaneously. Markov and state-space models (Randahl and
Vegelius; Lindholm et al.) are clearly effective. Although the submitted hurdle models (Fritz et al. 2022 and D’Orazio and Lin) do not perform spectacularly well, such solutions or functional equivalents should probably
belong to a synthesizing ensemble of models.
It seems clear that competitions like the one presented here are useful
tools to advance research in forecasting social behavior. The format allowed
us to apply the latest and most innovative trends in research to a common
problem, and we believe the lessons learned are more clear than would
have been the case if there was no predefined common task to focus on.
We have developed an infrastructure that can be reused in future competitions, and have contributed to a learning process among the ViEWS team
and all the participants that are new to the format.
We intended this competition to set out a ground for future ones. To
this end, we established a flexible infrastructure that can be reused in future
competitions. Following such a trial-and-error approach, the competition
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was also a useful stress-test for the openness and usability of the ViEWS
system [through OpenViEWS2 (2020)].17
The dynamic exchanges involving the ViEWS team and the participants
contributed to an interactive learning process and resulted in the establishment of an international network which comprises academics working at
different institutions, with different expertise, discipline of interest, and
seniority level.
Future Research Avenues

The competition organized by ViEWS achieved significant improvements
in our collective knowledge on conflict forecasting. Yet, it also highlighted
some important research gaps and suggested promising avenues for future
research. First, if scholars want predictions to be valuable for policy-makers
and stakeholders, they need to clarify their expectations as for models’ performance and limits. An avenue for future research is thus to find meaningful ways to estimate and represent the uncertainty related to forecasts.
Anticipating future armed conflict is obviously an uncertain endeavor and
the uncertainty has to be modeled and reported in a much clearer way
than what has been done so far. A step in this direction is to complement
point forecasts with probability distributions as recommended by Brandt,
Schrodt, and Freeman (2014). Approaches that report the uncertainty of
the forecasts would facilitate the comparison of models not only with
regards to the accuracy of point estimates, but also to their relative error
and confidence level.
Second, more research is needed on developing, testing, and applying
evaluation metrics that assess the forecasting models for their comprehensive performance, evaluate their ability to predict different stages of violence (predicting the onset of conflict is different than predicting violence
de-escalation), and reward them for accurately predicting changes in fatalities where they occur rather than zero in peaceful settings.
Third, this competition revealed that the ensembles of all contributions
performed well and better than the average model in the true future partition, but always worse than the best individual contribution. This opens up
new research questions. Specifically, scholars need to further delve into the
power of ensemble techniques and test under what conditions ensembles
can improve the forecasting accuracy upon individual models.
Finally, a promising research area is to understand how to fruitfully combine approaches that exploit the latent information contained in the
17

The code used to run the benchmark models and for evaluating the contributions is available in our
replication material package. ViEWS has recently developed a new version of the infrastructure that is even
more accessible and flexible (https://github.com/prio-data/viewser/wiki).
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conflict variable, including the spatio-temporal dependencies and nonlinearities, with theoretically informed and fast-changing features that can
help predict violence outbreaks or escalations in settings where the history
of or spatial distance to conflict would not have suggested a risk
of conflict.
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